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Abstract—Connected and automated vehicles (CAVs) are en-
visioned to revolutionize the transportation industry, enabling
autonomous processes and real-time exchange of information
among vehicles and infrastructure. To safely navigate the
roadways, CAVs rely on sensor readings and data from the
surrounding vehicles. Hence, a fault or anomaly arising from
the hardware, software, or the network can lead into devastating
consequences regarding safety. This study investigates potential
performance degradation caused by anomalies, by analyzing
real-life vehicles’ sensory and network-related data. The aim is to
utilize unsupervised learning for anomaly detection, with a goal
to describe the cause and effect of the detected anomalies from
a performance perspective. The results show around 93% F1-
score when detecting anomalies imposed by the cellular network
and the vehicle’s sensors. Moreover, with approximately 90%
F1-score we can detect anomalous predictions from a deployed
network-related ML model predicting cellular throughput and
describe the root-causes behind the detected anomalies.
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I. INTRODUCTION

The evolution of the network technologies accelerate the
integration of novel services within various industries, built on
the concept of the Internet of Things (IoT) where physical and
virtual things can communicate via the Internet [1]. Moreover,
the new technological wave of artificial intelligence (AI) is
envisioned to further revolutionize the industries, such as by
automating processes within transportation, health-care, and
industrial production [2]. Therein, autonomous decision are
taken based on the IoT generated data shared over the network.
However, letting the machines perform autonomously creates
safety and quality concerns, where various anomalies imposed
by hardware, software and network issues can result with
faulty decisions, leading to business losses [3] or even create
life-threatening situations [4].

Fault and anomaly detection have emerged as key methods
in anticipating potential issues in a data-set [5]. They are
defined as finding events or patterns in data that do not
conform to expected behavior [5]. In the literature, anomaly
detection (AD) models utilize legacy methods from proba-
bility and statistics, while recently move towards deep learn-
ing (DL) approaches [6]. AD has been successfully tested
across multiple applications, such as streaming services, core
networks, and IoT data [5–7]. Deep AD is also deployed
in the field of Connected and Autonomous Vehicles (CAVs)
[8–10]. Van et al. [8] attempts to find anomalies in a real-
time stream containing basic vehicle’s data such as speed,
positioning, and acceleration. While Javed et al. [9] focus
on identifying potential intrusion attempts on the vehicle’s

Controller Area Network (CAN) Bus. The problem space
regarding anomalies, with their impact and root causes, grows
even larger in safety critical services regarding safety risks for
the end-users, environment, and the business itself [11], [12].
In this paper, we consider an industrial service of CAVs in
a mining environment, shown on Figure 1. Therein, vehicles
share data to a cloud using cellular connectivity, perform tasks
autonomously, but are also supervised and remotely-controlled
over the network by an expert driver. In such service, a the
service performance degradation may occur as a result of three
main sources: First, the data generated from the hardware (e.g.
IoT sensors) can be anomalous [13]. Second, various cellular
network issues may generate large delays, jitter, and packet
losses [?]. Third, the intelligent software in the vehicle may
produce bias and faulty estimations [11].

Consider a situation where the vehicle streams inaccurate
positioning data to the cloud, not as a results of faulty sensor
readings but rather due to network quality issues, such as late
packet arrivals. Then, based on the inaccurate positioning, a
centralized software will autonomously send wrong driving
coordination patterns to multiple vehicles in the mine, leading
to possible temporary stop in production or even vehicle
crashes. The state-of-the-art research on AD in CAVs [8–10]
focuses exclusively on one type of data instance - the raw sen-
sor values, neglecting the impact of the network quality on the
overall performance and productivity. Hence, the aim of this
paper is to explore the relationships among the hardware and
network within the AD research, in particular to distinguish
between anomalies imposed by the sensors themselves and the
network. Then, the goal is to process multivariate real-life data
collected from mining vehicles, detect anomalous behaviour
and understand the cause and effect with respect to the overall
service performance.

The following list summarizes the main contributions:

• Deploy and compare three state-of-the-art deep AD mod-
els [14–16] in an industrial use-case multivariate data
instances. The real-life data from the mining vehicles
consist of sensory on-board diagnostics measurements,
cellular network data, and outputs from a deployed
network-related ML model. Anonymous sub-set of the
collected data-sets from the mining vehicles is available
at [17].

• Provide a real-time AD and isolate anomalies by de-
scribing their root-causes. In particular, we distinguish
anomalies occurring as a result of the hardware (i.e. IoT



sensors) and cellular network issues. Then, we reason
on the detected anomalies by providing a root-cause
analysis.

• Utilizing deep AD models [14–16] to benchmark the
outputs from the existing supervised ML model [18],
[19] deployed on the vehicles. The ML model pro-
cesses network-related data and predicts the cellular-link
throughput. The AD models process the outputs from the
ML model and detect its anomalous predictions.

The results show that with around 93% F1 score we can
detect and isolate anomalies within the vehicles’ sensory and
network-related data. Moreover, with around 90% F1 score
we can detect anomalous predictions from the deployed ML
model and in the same time isolate the potential root-causes
behind the detected anomalies.

The paper is organized as follows: Section II discusses the
background and motivation for the study; Section III describes
the experimental setup; Section V presents the results; and
finally Section VI concludes the study.

II. BACKGROUND AND MOTIVATION

Finding an event or data pattern that does not conform to the
expected behavior is a challenging task [6]. The formulation
is induced by various factors, such as the nature of data
instances (e.g. uni and multivariate), availability of labeled
data, and type of anomalies [5]. Multiple surveys review
the techniques for AD, where unsupervised learning (UL)
models - such as autoencoders (AEs) and Recurrent Neural
Networks (RNN), emerge as a front-runners in achieving state-
of-the-art performances [5–7]. In a nutshell, RNNs are able
to represent the time dependence by adopting deterministic
hidden variables. Long-short term memory (LSTM) is one
instance of RNNs, which extracts temporal information from
historical measurements and stores in hidden units. AE with
single layer are nearly equivalent to Principal Component
Analysis (PCA) [15]. While PCA is restricted to a linear
dimensionality reduction, AE enable both linear or nonlinear
transformations [15]. That is, AE calculates weights during
the dimensionality reduction and then attempts to reconstruct
the data instances.

The philosophy of UL AD methods is to focus on data
instances that comply to the normal behavior of the system,
which is their great advantage over the other alternatives, such
as supervised learning. UL models do not require pre-labeled
data as the supervised learning, which is a prohibitively costly
process and, thus, not always available [14]. However, even
though UL techniques are robust to unseen anomalies [14], the
weakest link becomes the dependency on training data noise.
Hence, the research community combines UL with methods
from probability and statistics in decreasing the noise and pre-
diction errors [5]. For instance, explicitly modeling temporal
dependence among stochastic input data in the latent space. Su
et al. [15] uses Linear Gaussian State Space Model (SSM) as
a connection between stochastic variables and a concatenation
of those variables with the neural networks latent variables.
Then, the model [15] uses planar normalizing flows to cap-
ture the complex distribution of the input data, which is a
series of invertible mappings that learn non-Gaussian posterior

Fig. 1: The industrial mining use-case [11]

distributions. Handling the prediction errors is another key
aspect within AD research in decreasing the false positive and
negative rates. The dynamic thresholding proposed in [14–16]
is one reason behind their superior performance. Therein, the
LSTM-NDT model [14] uses a vector of historical prediction
errors to evaluate the current error, via a combination of
exponential-weighted average (EWMA) and argmax function.
While the OmniAnomaly model [15] combines Variational AE
(VAE) with the principles of extreme value theory to calculate
the threshold, in which they make no assumption on data
distribution but rather use maximum likelihood estimation
on the tail probability. Park et al. [16] uses a state-based
thresholding technique by combining LSTM and VAE. The
three cited models [14–16] are open-source and currently
achieve state of the art performance, individually validated
by numerous studies on different data instances [?], [20–22].
Hence, we adopt the models for their direct comparison on
data instances they were not tested before, such as vehicular
and cellular network radio data.

Predictive models within AD research are, however, far
from perfect [11]. Besides the inherited DL issues with biases
and overfitting - resulting with high fitting errors, AD models
additionally suffer from high false positive and negative rates
[5]. Due to imperfect results, research suggests that, first, its
critical to find the best AD technique suited for a use-case,
and, second, to use human expert knowledge in validating the
outcomes of the AD models [14]. Thus, for our study we
select and compare LSTM-NDT [14], OmniAnomaly [15],
and LSTM-VAE [16], as the most validated open-source
AD models [?], [20–22], on the industrial CAV mining use-
case. Then, the aim is to gather real-time vehicles’ data and
distinguish between hardware (e.g. sensors) from network
induced anomalies, as well as describing the cause and effect
of each anomaly (e.g. spatio-temporal dependencies).

A. Anomaly detection in CAVs
Historically, IoT sensors are prone to failures and, as such,

create serious quality concerns when deployed on a moving
vehicles [23]. Due to reliability limitations of these sensors,
CAVs are prone into making erroneous decision and causing



fatal disasters [?]. Thus, AD methods has been extensively
applied to CAVs, with the ultimate goal to improve service
performance [8–10].

CAVs use a variety of perception and control sensors to
safely maneuver on the road [8]. AD models have been
directly applied to raw vehicle sensor data for ensuring data
reliability, availability, and general data quality [11], [23].
Wyk et al. [8] use CNN in combination with KF to identify
anomalies in real-life vehicle data from speed, location, and
acceleration sensors. The authors train the model on the
normal data and test it on synthetically generated anomalies
- in a form of instant and constant, gradual drift, and bias,
randomly occurring at 1% or 5% rate. Javed et al. [9] goes
a step further by proposing a ML model composed of CNN
and LSTM. Their approach evaluates the same metrics and
methods in generating synthetic anomalies [8]. Both models,
KF-CNN [8] and LSTM-CNN [9] achieve similar accuracy.
Taylor et al. [10] focus on detecting intrusions on CAVs’ CAN
bus data, using pure LSTM model. Regarding the anomalies,
they use different approach in generating synthetic anomalies,
simulating three basic intrusions - interleaving, packet drops,
and discontinuity. The cited studies [8–10], however, do not
try to evaluate and compare different DL techniques for AD
and use one type of data instance - raw sensory data. With
our study, we attempt to extend the state of the art [8–10] by:
1) Combining the CAVs’ sensory data with the network data
and outputs from a deployed network-related ML model; 2)
Predict anomalies using the three most validated AD open-
source models, LSTM-NDT [14], OmniAnomaly [15], and
LSTM-VAE [16]; and 3) Describe the root-causes behind
detected anomalies from the service performance perspective.

A safe autonomous drive requires a near-perfect combina-
tion of sensors, software, and network communication [?].
That is, CAVs can collaborate via inter-vehicle networks in
achieving increased reliability and safety on the road [23].
For instance, via platooning, an autopilot relies on warning
messages regarding accidents, visibility, and precipitation,
exchanged with the surrounding vehicles and road-units [?].
The upcoming 5G standardization will cover a tailor-made
vehicle-to-vehicle communication protocols [24]. However,
relying on data coming from inter-vehicle networks pose a sig-
nificant thread regarding the safety, since computer networks,
as sensors, are prone to issues and failures [7]. In fact, network
metrics, such as latency, packet loss, and throughput have
already been correlated to subjective end-user experience [25].
The research on AD has been applied in several industrial
networks [7], but is yet to be considered in the area of CAV
networks. Thus, in our study we attempt to detect and isolate
anomalies imposed by the cellular network during real-life
drive tests.

Several ML applications within CAVs are surveyed by
Rettore et al. [23], such as using CAN Bus, location, and
external data for predicting various events for increasing
safety, efficiency, and higher service performance. So far we
have seen that sensors’ data and inter-vehicle networks are
imperfect [?], [5], [11], meaning that the AI models may be
fed with anomalous inputs before taking a decision. Moreover,
the AI models themselves are not perfect as well, due to,

TABLE I: Considered features for this study, measured simultaneously on a
real-life vehicles.

for instance, bias and overfitting issues [6], [11], [12]. Thus,
wrong and misleading predictions as a result of biased models
or anomalous input data can lead into life-threatening situa-
tions [11]. With our study we aim to evaluate the output of a
commercial supervised ML model deployed on a vehicle [18],
[19]. The model, described in Section III-A, uses network-
related data as features in order to predict maximum available
cellular throughput, with a reported 93% R2 accuracy. The
goal of our study is, thus, to detect anomalous predictions
from the deployed ML model and locate the root-causes
behind them.

III. EXPERIMENTAL SETUP AND DATA-SETS

Figure 1 depicts the use-case of mining CAVs. The vehicles
are autonomously driving in the mine, while streaming their
internal data to a cloud service, later used by the Operation
Center (OC) for monitoring, coordination, and further produc-
tion analysis. Examples of such data include speed, location
(via triangulation), engine states, network status, live-cameras,
and LiDAR. The vehicles can also be supervised and remotely
controlled by an expert-driver via the LTE network, enabled
by the cellular IoT infrastructure on Figure 1. Thus, there is a
continuous bi-directional communication between the vehicles
and OC composed of both heavy (e.g. cameras) and light-
weighted (e.g. sensors) data packets. The experience of the
expert-driver and the mining company, thus, can be degraded
as a result of hardware, software, or network-related anomalies
[?], [11], [12]. Hence, there are high quality requirements of
the so-called Quality of Service (QoS) per vehicle regarding
latency, throughput, and packet loss [11]. As a result, the
vehicles are also measuring network-related metrics for real-
time network monitoring. The mining CAVs use a commercial
software - TEMS Pocket [18], capable of measuring radio
frequency (RF) metrics such as RSSI, RSRP, RSRQ, and
SINR, described in Table I. In addition, TEMS Pocket can
measure the maximum available throughput, as well as predict
it with a non-intrusive ML model.

For this study we collect real-life measurements from
multiple mining CAVs, described in Table I. During the



experiments, the mining CAVs experience the normal mining
operational cycles. That is, the CAVs are communicating with
the OC via a commercial LTE network. However, the radio
conditions in the mining environment are vastly different
compared to the conventional, above the earth, networks [26]
- due to lack of network impairments, low amount of users,
and rocky environment. The mining use-case is additionally
limited with a maximal driving speed of 25 km/h. In order
to have a more comprehensive study, the test equipment that
measures the metrics from Table I was also installed on
conventional vehicles. That is, we enlarge the experiments
with drive tests in more conventional environments: 1) Large
and small cities (avg. speed 40 km/h); 2) Highways (avg.
speed 90 km/h); 3) Rural areas (avg. speed 50 km/h). The
idea is to understand and classify different environmental
impact (e.g. speed and RF) on the quality of the metrics
from the Table I in various conditions, by providing a more
comprehensive analysis per use-case. Note that the duration of
the experiments was equally distributed among the use-cases,
with approximately 10 hours of drive tests data per use-case.
The collected data from the mining vehicles is available at
[17].

A. Network-related data
The statistics of the recorded network data are shown on

Table II. As mentioned, besides the RF metrics from Table
I, TEMS Pocket [18] is capable of measuring and predicting
the cellular-link throughput. During the experiments, TEMS
Pockets performs active testing repeatedly for 0.5 seconds,
followed by a 0.5 seconds silence (i.e. idle mode), allowing it
to measure the ground-truth value for the available throughput.
During the silence period of 0.5 seconds, TEMS Pocket uses
the RF features from Table II to predict the available through-
put. The ML model [18], [19] uses XGBoost as a regression
model, with the following hyperparameters: Estimators(100),
MaxDepth (19), Alpha (1.2), Lambda (1.2), SubSample (0.8),
MinChildWeight (3), ColsampleBytree (0.9), Eta (0.1). The
reported R2 accuracy is 93%. For more details on the ML
model, the reader is referred to [18], [19]. To understand
the difference between measured and predicted throughput,
Table II shows their statistics per use-case, while Figure 3
depicts a snippet of a city drive test where the green and
blue line represent the predicted and real throughput mea-
surements, respectively. The comparison and the difference
among the real and predicted throughput helps in determining
the anomalous regions, based on which the AD models can
be validated. For instance, the ML model produces correct
throughput predictions when the two lines meet, as opposed
to anomalous when the lines are apart (Figure 3).

It is important to note that the UL AD models [14–16]
are trained on data-sets that are considered as normal and
anomaly free [5]. However, the boundary among normal and
anomalous data is often not generally defined, but is rather
use-case specific depending on the contextual situations [7].
This is especially true regarding the network-related data.
Cellular networks are constantly evolving and their service
quality is influenced by external uncontrollable factors, such
as human behaviour, various interferences, and mobility [?].

TABLE II: Network data statistics per use-case.

For instance, sudden several network requests within an area
can load the serving cell and, thus, degrade the experience
of each connected user [26]. However, it has been shown
that the network-related metrics from Table I are capable
of filtering the noise with the help of ML techniques [26],
[27]. For instance, RSSI, RSRP, RSRQ, and SINR can be
predict the load on a cellular cell [27] and predict subjective
end-user quality scores during a real-time video streaming
session [26], voice calls and web browsing [28]. Thus, our
anticipation is that feeding the AD models with such network-
related data can identify several root-causes behind network
imposed performance degradation.

B. Sensor data
Regarding the vehicle’s data, we consider speed, location,

and heading direction sensors (Table I). The data-set consists
of over 40 real-life driving hours distributed equally per
use-case - rural, city, highway, and mining drive tests. The
measured sensory data exhibit the normal driving behav-
ior, without any pre-known perceivable anomalies. Multiple
studies report for the difficulty to record and isolate an
anomaly within CAVs’ sensory data, as failures on commercial
vehicles, for example, are extremely rare [23]. Thus the
research community turns into synthetic anomaly injection in
the original vehicle’s data [8–10]. The synthetic anomalies
cover variety of possible sensor failures, as well as attempts
for sensor tampering. We follow the approach in as [8] in
generating the following three synthetic anomalies in our
vehicles’ sensory data:

• Instant (base + c x N (0, 0.1)): A simulated random
Gaussian variable with a mean of 0 and variance 0.01,
that is added to the normalized sensor’s base value.
Moreover, a scalar c, static magnitude, where v1=(0.3, 2,
10) is added to the base value of the sensor to simulate
instant spikes. The 0.3 scalar is arguably harder to detect
as it falls within the normal distribution of the normalized
sensors, while adding a value of 10 will never realistically
happen, thus, easier to detect.

• Gradual drift (base + L(0,v1), d1)): adding a linearly
increasing set of values to the base values of the sensors.
The vector of increasing values v1 ranges from 0 to
v1=(0.5, 1), that generates data within and outside the
original distribution. d1 accounts for various duration, in
seconds, of the anomalous behaviour, where d1=(10,20).

• Bias (base + U (0,v2), d2)): a simulated magnitude v2
of the anomaly using a random variable generated by a
uniform distribution, v2=(0.5, 1, 2) and fixed d2=10.



Table III shows the statistics of the normalized sensory
data from the underground mine, comparing the original with
the corresponding data-sets after anomalies are injected at
5% rate, as suggested by Wyk et al. [8]. The data-sets are
normalized in order to apply unified functions for anomaly
injections across all sensors. It can be noticed that the original
mean varies across sensors. For instance, the speed sensor
has dramatically lower mean value compared to the location
sensor, as the vehicles in the mine operate mostly statically
or move slowly.

IV. MACHINE LEARNING SETTINGS

For the problem of data preparation and splitting into train
and test data, as well as the time-series anomaly detection,
we take the following steps:

Step 1. Given a time-series multivariate data instances, e.g,
xijk=x1jk, x2jk, ..., xnjk, the task is to split the data instances
into training and test data, with 70% and 30%, respectively,
where i is time in seconds, j classifies the data by its source
(e.g. network-related or sensor), and k classifies the data by
its use-cases (e.g. mining, city, highway, and rural drive test).

As an example, splitting of the time-series is performed for
network-related and sensor data instances, separately, per use-
case. Figure 3 depicts a snippet of the test data within the city
drive tests. In the case of vehicle’s sensory data (e.g. speed,
location, heading), the synthetic anomaly injection is applied
only on the 30% test data with 5-fold cross-validation to avoid
additional biases. That is, randomly adding the anomalies at
5% rate in the test data 5 independent times, after which the
anomaly detection results are averaged (discussed in Section
V-B). Regarding the network-related data, TEMS Pocket is
capable of measuring the radio features (RSSI, RSRP, RSRP,
and SINR) on a millisecond level basis, thus those features
are aggregated with their mean value within the sampling-rate
of 1 second. As mentioned before, the network data contains
spatio-temporal dependencies as well as stochasticity and un-
controllable factors [7]. Thus, by training on the 70% network
test data, we assume that the LSTM-NDT, OmniAnomaly, and
LSTM-VAE models will learn: 1) Historical dependencies in
the training data [14], [16]; and 2) Remove the noise in the
training data, present by the stochasticity and uncontrollable
factors [15], [16].

Step 2. Given a time-series of multivariate values, e,g,
xijk=x1jk, x2jk, ..., xnjk, following the Step 1 regarding train
and test split, the task of AD is to produce an output sequence,
yijk=y1jk, y2jk, ..., ynjk, where yijk is a predicted anomaly
point for data source j, at time t, and use-case k.

The selected models, LSTN-NDT, OmniAnomaly, and
LSTM-VAE have the following input parameters (Table I):
sensory data (speed, location, heading), radio features (RSSI,
RSRP, RSRQ, SINR), and ML throughput predictions, all
recorded simultaneously. The hyperparameter selection for
each of the AD models is performed by using a heuristic
process, grid search, which finds the most optimal values

TABLE III: Sensors’ data statistics from the mine.

via trial and error. The following list shows the selected
hyperparameters:

• LSTM-NDT [14]: loss metric (mse), optimizaer (adam),
epochs (40), n predictors (15), window size (30).

• OmniAnomaly [15]: rnn cell (GRU), rnn hidden (500),
window lenght (100), max epoch (15), z dim (4).

• LSTM-VAE [16]: act function (tanh), optimizaer
(adam), latent var (3), learning rate (0.001) epochs
(20), n predictors (10).

Each predicted output sequence ynjk is evaluated against
manually labeled anomalous sequences, out of which true pos-
itives (TP), false negatives (FN), and false positives (FP) are
computed. The labeling of the anomalous sequences is pos-
sible only for the sensory data and the predicted throughput,
but not for the RF data. Anomalies are synthetically generated
within the sensory data and, thus, the exact occurring anomaly
point is pre-known. Regarding the anomalous regions within
the predicted throughput, we consider a difference of above 5
Mbps between the real and the predicted throughput, marked
as red regions on Figure 3. The threshold of 5 Mpbs is set for
visualisation purposes, in order to produce the overall results.
In Section V-A, we compare the results with a fixed threshold
of 2, 5, and 10 Mbps. Due to lack of reference values, there
is no manual anomaly labeling within the RF data (RSSI,
RSRP, RSRP, and SINR) and, thus, inability to validate the
predicted anomalies and produce the results. Therefore, the
predicted anomalies within the radio features are used for root-
cause analysis purposes, in specific to describe the throughput
anomalies. As a general note, similar to [14], there are no
scoring adjustments based on how early an anomaly was
detected or the distance between false positives and labeled
regions.

V. RESULTS

In this section, we present our achieved results for the
anomaly detection in the network and sensor data-sets. The
evaluation metric, similarly to the previous work [8], [14],
[15], is F1 score which is a weighted average of the precision
and recall: 2 ∗ (Recall ∗ Precision)/(Recall + Precision),
where Precision = (TP/TP + FP ) and Recall =
(TP/TP + FN).

A. Anomaly detection results on network-related data
Table IV illustrates the obtained results for anomaly de-

tection within the network-related metrics. The results are
classified based on the use-cases, where we only evaluate and



TABLE IV: Results from predicted throughput anomalies, with a threshold value of 5 Mbps.

score the detected anomalies within the throughput predictions
from the deployed ML model.

There are already studies reporting high accuracy of the
selected three models detecting contextual anomalies [?], [20–
22]. The strength of the LSTM-NDT model is remembering
historical dependencies in the train data, while OmniAnomaly
is more capable of dealing with stochastic and noisy data-sets.
The LSTM-VAE, as a mix of the previous two, is envisioned to
get the best features of the two techniques. The results on the
Table IV validate these claims. The RF features experience
the highest standard deviation in the mining environment
(Table II) as it is relatively easy to, at times, get highest
and lowest possible signal quality. However, the tests were
performed in one mine where the same conditions constantly
repeat themselves. Hence, the highest achieved F1 score of
93%, where the LSTM-NDT learns the historical patterns of
the way throughput is affected by the network. The rural
environment is rather a similar case, as the recorded standard
deviation is the lowest across the measured features (Table
II). That is, lower amount of noise in the data, resulting
with a F1 score of 92% for the LSTM-NDT model. In the
opposite, the city drive tests contain the most noise due to
densely populated areas with uncontrollable human behavior
and network conditions. Hence the highest standard deviation
for the measured and predicted throughput (Table II). Herein,
OmniAnomaly outperforms the LSTM-NDT and LSTM-VAE
by 3% and 4%, respectively. An interesting case is the
highway scenario, where all three models achieved almost
identical scores.

The reported results on Figure 2 are classified based on
a threshold value that filters the anomalies based on their
severity with respect to the real measured throughput. For
instance, a threshold value of 5 Mbps will only consider
the predicted anomalies where the difference among the real
and the predicted throughput is above 5 Mbps. Logically, the
threshold value of 2 Mbps will handle more anomalies, but in
the same time achieve the lowest F1 scores due to the noise
in the input data. Similarly, a threshold value of 10 Mbps
cuts a fair amount of the predicted anomalies and achieves
the highest F1 scores since it only handles cases where the
anomalies are more severe and easier to detect. As seen from
Figure 2, the average F1 scores for threshold values of 2,
5 and 10 Mbps are .84%, .90%, and .94%, respectively with
LSTM-NDT. While, .85%, .89%, .95% F1 average scores with
OmniAnomaly, and 81%, 88%, 91% F1 average scores with
LSTM-VAE model.

The number of anomalies are also shown on Table IV,
where the drive tests in the cities contain the most. The
reasons, as mentioned before, are the loaded cellular cells,

scattering, and various interferences. Hence, the lowest F1
score on average for the city drive tests. Besides the high
F1 scores shown on Table IV, the presence of false posi-
tives/negatives necessitates the involvement of domain-experts
in reviewing the predicted anomalies [14]. This is especially
true for safety-critical services where one false negative can
have devastating consequences regarding business losses and
human life-threatening situations [11].

Fig. 2: Difference among selecting three threshold values, 2 Mbps, 5 Mbps,
and 10 Mbps.

B. Anomaly detection results on sensor data
Table V shows the F1 scores of the anomaly detection

results for the sensory data, classified based on the type of
anomaly and the functions for creating the synthetic data.
Due to the random injection (5% rate), the assumption is that
there are no spatio-temporal dependencies among the features,
place of occurring, as well as among use-cases with respect
to the anomalies. Thus, the results on the Table V average
the results over the use-cases. However, the sensory features
are initially highly correlated among each other within a
use-case, with .65 positive Spearman correlation on average.
Heading direction and location are logically correlated, while
the pattern of those two sensors is also present in the pattern
of the speed sensor. Such dependencies can be an explanation
for the higher overall accuracy of the sensory AD compared to
the Table V. Generally, the LSTM-NDT approach outperforms
OmniAnomaly by a margin of 2% on average and LSTM-VAE
for 4%. The reasoning is that the sensory data is less noisy
than the network-related data, with less stochasticity. Herein,
the historical patters are more important when predicting
the current anomalies, where the LSTM approach is more
powerful.

Figure 3 shows the detected anomalies in the sensory data
for three different synthetic anomalies with the lowest magni-
tudes. As noticed on Table IV, the instant anomalies with 0.3
magnitude are harder to detect. This is because the anomalies
fall into the normal distribution of the base values. Herein, it
is important to note the difference between the AD models,
where OmniAnomaly gives higher F1 scores for each sensors



TABLE V: Reported F1 scores from sensor-related anomalies.

- speed (76%), location (79%), and heading (78%). One
reason could be the OmniAnomaly’s filtering aspect to detect
the onset of anomalous behavior faster. Interestingly, instant
anomaly with a magnitude of 0.3 has around the same dis-
tribution with the bias anomaly of U(0, 1, size = 10) (Table
III), however, the AD results are dramatically different. That
is, a tiny instant anomaly is harder to detect then a tiny random
values generated using unified distribution over a period of 10
seconds. Herein, LSTM-NDT outperforms OmniAnomaly and
LSTM-VAE by a margin of 2 and 5%, respectively, on average
regarding bias anomalies. The improved performance could be
because EWMA since, as a techniques, it is better suited for
smoothing the predictions errors when calculating the dynamic
anomaly threshold, thus better classification of the detected
anomalies. Gradual drift, linearly increasing a value over a
period of 10 seconds, is a common but yet difficult anomaly to
detect [8]. However, LSTM-NDT, OmniAnomaly, and LSTM-
VAE achieve constant F1 scores of around 93% across various
magnitudes and duration considered.

Fig. 3: Snippet of the city drive test with detected anomalies. Red dots
denote correct detected anomalies, cyan squares false negative, and red stars

false positives.

C. Root-cause analysis
The deployed ML model on the vehicles for throughput

prediction, as mentioned before, uses the RF features as
inputs. The detected anomalies within those features can
directly be used to describe the root-causes and offer real-time
actuation to improve the overall service performance. Figure
3 shows a snippet of the detected anomalies within the city
test data-set. Therein, among multiple true positives (i.e. red
dots), we observe one false positive (i.e. black region) and
false negative (i.e. cyan region). The false positive records a
fault with the predicted throughput where the likely cause is
the sudden drop of RSRP, which is also a reported anomaly.
An explanation could be a measurement error of RSRP or a
narrow network issue reflected via RSRP that do no affect the
throughput predictions. Similarly, the false negative recorded
on Figure 3 shows no detected anomalies on the RF metrics,
where the sudden drop of the real throughput is not captured
due to biased ML model or other factors/metrics that are not
measured. Figure 3 shows that the anomalies detected within
the RF features lead to anomalies in the predicted throughput.
That is, an anomalous inputs in the ML model [19] will
generate anomalous estimations. The predicted throughput is
then used by the OC for planning and coordination, but also
used by other ML models for predicting various contextual
metrics, such as video quality scores and jitter prediction [25].
Thus, faulty throughput predictions can lead into complex
quality degradation regarding the remote-control operation
within the mine. Consider the longest anomalous, red, region
on Figure 3 as an example. Therein, multiple anomalies
are detected with the predicted throughput. During the same
period, each of those anomalies have their corresponding
anomaly in the SINR feature. Moreover, both RSSI and RSRP
have relatively high values which does not justify the low
measured throughput. Such patterns of the RF features are
highly correlated to the cellular cell load [7], [27], which is
the main cause for the detected anomalies. In the following
anomalies on Figure 3 can be observed that sudden increases
of RSRP and RSSI combined with a dip in RSRQ fool the ML
model to predict higher throughput, which is detected as an
anomaly. In such cases, the vehicle appears to drive through
areas with good cell coverage, but with high interferences
[26].

Figure 3 also illustrates the detection of the three type of
synthetic anomalies within the sensory data. In regions where



the sensor or network-related anomalies appear standalone,
they can be isolated and reported together with their root-
causes. However, some of the detected sensor anomalies
overlap with the network-related anomalies. It is important to
note that during such regions a domain expert is required to
verify the severity of the anomalies. For instance, the network-
related anomaly may not be the reason for causing the detected
sensor anomaly, which can be in a form of packet losses,
delays, jitter, or actual sensor fault.

Finally, Figure 3 shows regions where anomalies are de-
tected on all three sensors simultaneously, without a corre-
sponding network-anomaly. Such situations can be related to
a vehicle issue or just be caused by a specific driver’s behavior
that is not learned by the utilized AD model. Thus, a domain
expert is needed to validate the detected anomalies.

VI. CONCLUSION AND FUTURE WORK

Anomaly detection (AD) is important in the field of perfor-
mance evaluation, especially within safety-critical industrial
services where a single anomaly can infer devastating con-
sequences. For instance, future vehicles will autonomously
operate based on input data from the variety of sensors,
machine learning (ML) predictions, and external data from
the inter-vehicle networks. The research shows that such input
data is prone to failures, and thus, real-time anomaly detection
would mitigate the negative consequences. With this study
we detect and isolate in real-time anomalies imposed by
the sensors, network, and ML model predictions. Further,
we conduct a root-cause analysis on the detected anomalies,
which would describe a possible performance degradation in
the service.

As a future work, we envision developing a quality function
that would take the detected anomalies, together with the root-
causes, and place them on a scale regarding their impact on
the service performance. The main challenge would be do de-
termine exactly the magnitude or severity of a certain anomaly
impacting the service quality. For example, certain network-
related anomalies may not directly translate into packet losses,
delays, and jitters. Further, another future direction would be
to directly utilize AD models in the feature creation process
within various ML models, where a detected anomaly would
be just considered as a feature within the model.
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